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Abstract
By injecting a single non-classical assumption, overconfidence, into a bare-bones model of
how an agent learns from social observations, we explain key stylized facts about social beliefs
and factors that influence them, and make additional novel predictions. First, the agent has
self-centered views about discrimination: he believes in discrimination against any group he is
in more than an outsider does. Second, the agent is subject to in-group bias: the greater is his
“index of similarity” with an individual, the more positively he evaluates the individual. Third,
these biases are increasing in the agent’s overconfidence. Fourth, the biases are sensitive to how
he divides society into groups when evaluating outcomes, so changing his way of thinking on
this matter can lower his biases. Fifth, however, only specific types of information are helpful in
debiasing the agent; e.g., giving him more accurate information about himself increases all his
biases, and better information about someone else helps only if it is direct personal information
about the individual’s quality. Sixth, the agent is prone to “bias substitution,” implying that
the introduction of a new competitor group leads him to develop a negative opinion of the new
group but positive opinions of other groups. Due to its unique blend of predictions, the model
is consistent with much evidence invoked for either the statistical or the taste-based theory of
discrimination against the other. Methodologically, our analysis is made possible by a novel
explicit characterization of long-run beliefs in general high-dimensional misspecified learning
models with normal exogenous signals.
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Introduction

Among the numerous factors that hinder the fair and productive coexistence of diﬀerent social
groups, two widely observed patterns in beliefs surely stand out. First, people tend to think of
their own groups as superior to other groups, and many hold negative evaluations of other groups.
For instance, a significant share of individuals harbor classical racist prejudices, such as the view
that blacks are inferior or dangerous in some way. Second, diﬀerent groups hold dissenting opinions
about the most urgent intergroup problems. For instance, blacks consider discrimination against
blacks a greater problem than whites do — who often believe that discrimination against whites
is going on.1 These patterns are likely to foster or maintain discrimination and conflict between
groups, especially when resources are scarce.
In this paper, we develop a theory of prejudiced beliefs based on an agent’s attempts to understand society while maintaining stubborn, unrealistically positive views about himself. Since the
agent considers many of his outcomes to be worse than deserved, he overestimates discrimination
against his social groups and in favor of competitor groups. And as he interprets others’ outcomes
in light of his misestimates about discrimination, he develops excessively positive opinions about
his groups, and excessively negative opinions about competitor groups. The strength of these biases depends in complex ways on what he observes, how precise his information is, what his social
position is, and how he conceptualizes the rest of society, allowing us to make many additional
predictions.
We begin in Section 2 with a methodological advance that is invaluable for our subsequent
analysis, and that might also be a useful general tool for other researchers. We consider an agent
who repeatedly observes, with multivariate normal noise, linear combinations of finitely many
fundamentals. He has a dogmatic prior about one fundamental, but he is agnostic about the
other fundamentals as well as the covariance matrix of the errors, and updates according to Bayes’
Rule. Expressing the question as a semindefinite programming problem, we derive a formula for
the agent’s long-run bias about the fundamentals and the covariance matrix. As far as we know,
this is the first closed-form solution to a general learning process that features a high-dimensional
misspecified model and high-dimensional observations.
In Section 3, we turn to our main topic, a model of social beliefs. There are K potentially
1

We discuss evidence for empirical claims we make in the introduction when presenting our formal results below.
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overlapping groups in society, and a person is either a member, a competitor, or a neutral outsider
of a group. The agent makes many independent noisy observations of the “recognition” — i.e.,
achievement, social status, or other measure of success — of each individual, including himself.
He understands that recognition depends in part on a person’s “caliber” — i.e., ability, hard
work, or other measure of deservingness — but he allows for the possibility that “discrimination”
benefits a group and hurts its competitors. Also observing independent unbiased signals of the
degrees of discrimination themselves, he updates his beliefs about the pattern of discrimination
and individuals’ calibers using Bayes’ Rule. Crucially, to these ingredients we add a single nonclassical but empirically well-founded assumption, stubborn overconfidence: the agent has a point
belief about his own caliber that is above the correct one.
In Section 4, we identify properties of the agent’s long-run beliefs, beginning with the two widely
documented patterns mentioned above. First, the agent holds self-serving views about discrimination: he overestimates discrimination against any group he is a member of and underestimates
discrimination against any group he is in competition with, and consequently he considers discrimination against his groups to be a greater issue than outsiders do. Second, the agent is subject to
an “in-group bias,” perhaps the most basic finding in the literature on stereotypes, discrimination,
and prejudice: the greater is his “index of similarity” with an individual, the more positively he
evaluates the individual. The index determines the extent to which the agent believes the discrimination hurting him also hurts the individual, so it determines how much of the individual’s
recognition he misattributes to caliber.
Beyond naturally accounting for these two stylized facts, our theory makes richer comparativestatics predictions than most formal theories of prejudice. To start, the agent’s biases are increasing
in his overconfidence, or (equivalently in our model) the extent to which he feels that he is not
getting what he deserves based on his caliber. To our knowledge, this relationship has not been
directly tested in the literature, although it is consistent, for instance, with the observation that
narcissistic individuals exhibit above-average levels of prejudice.
More subtly, the agent’s pattern of biases is sensitive to the manner in which he thinks about
society. As an illustrative unrealistic case, suppose that discrimination is non-existent. If the agent
conceives of each individual separately (K = 0 groups), then he develops unbiased beliefs about
everyone else. If he conceives of individuals in terms of group membership (K > 0 groups), in
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contrast, then he concludes that groups are being treated diﬀerently, and develops in-group biases.
Hence, encouraging citizens to think in terms of one nation rather than many ethnicities and tribes
— a typical component of nation-building eﬀorts in new countries — can lower domestic animosity.
At the same time, adding a competitor group to the agent’s picture of society lowers his opinion of
the group’s members. This helps explain why superficial contact and perceived competition with
another group — for instance due to an immigrant or minority group’s arrival in one’s city —
increases prejudice.
While changing the agent’s model of society can be helpful, attempts to debias him through
the provision of better information may be ineﬀective. Our theory says that observing more signals
of all kinds, or in particular about others’ recognitions, does not eliminate biases. Going further,
an obvious approach based on classical intuitions might be to target the source of the problem —
overconfidence — directly by increasing the precision of the agent’s recognition, which in a correctly
specified model can speed up convergence to accurate beliefs. In our model, however, the same
intervention increases all of the agent’s biases. Intuitively, the agent attributes part of his low
recognition to bad luck, but as less noise makes this less plausible, the need for social explanations
increases.
In other cases, information or other changes in the environment lead to “bias substitution”
between groups. Suppose, for example, that citizens start thinking about a new group of outsiders
(e.g., new immigrants) who compete with many existing groups. It is plausible that for such a new
group, information about discrimination is poor. Then, citizens come to believe strongly in discrimination favoring the new group, and arrive at a strong in-group bias vis-a-vis that group. Armed
with a convenient new explanation for their low recognitions, citizens’ need for other explanations
diminishes, so their views of other groups improve. This provides a mechanism for how focusing on
a competitor outside group can help unify a population hitherto riddled with disagreements and
dislikes — a common tactic of politicians.
Consider also the specific, common social situation when there is a dominant group that benefits
from discrimination and hence enjoys greater recognition than a dominated group of equal caliber.
Our theory predicts the emergence of a “legitimizing myth:” the dominant group underestimates,
or completely fails to see, the benefits they are receiving, coming to view inequality as the result of
caliber diﬀerences between groups. Furthermore, our theory can partially account for the stylized
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fact that the dominated group’s in-group bias is typically smaller than the dominant group’s.
Namely, if the dominated group is less overconfident or — due to direct personal experience —
observes discrimination with less noise, then it exhibits smaller biases than the dominant group.
In Section 5, we consider variants of our basic model. We first study the eﬀect of personal
contact with another group, whereby the agent observes signals about the calibers of some of the
group’s members. Consistent with evidence, we find that personal contact lowers the agent’s biases
regarding the group, although our model also suggests that this eﬀect might mostly be limited to
individuals the agent has gotten to know. Combining this with our previous results, our theory
says that the eﬀectiveness of information in reducing biases depends systematically on the nature
of the information. We also ask what happens when the agent does not think in terms of groups,
but individuals’ recognitions are not necessarily independent of each other. This allows us to
endogenize the agent’s in-group and competitors in some situations, and motivates why he might
want to think in terms of groups and group-level discrimination when interpreting observations.
In addition, we analyze a model in which the agent’s beliefs about himself are not fixed, but
he nevertheless develops overconfidence due to biased learning. All of our insights survive, with
additional comparative statics regarding the level of overconfidence. Finally, we illustrate that when
people are characterized by multiple attributes (e.g., competence and honesty), then the agent may
develop positive biases about some but not all of a competitor group’s attributes.
We discuss evidence for our specific predictions throughout, and other related literature in
Section 6. Of the two main economic approaches to stereotypes and discrimination, our formal
theory is closer to statistical models than to taste-based models, and is best described as a model
of misspecified statistical discrimination. But some of our predictions, such as that the agent has
factually unfounded negative views about other groups, are evocative of taste-based models. We
argue that as a result of this unique blend, our model is consistent with much evidence invoked for
either classical theory against the other — as well as with a little bit of evidence inconsistent with
both.
While our theory accounts for patterns in beliefs other models do not and corresponds to
readily available intuition in many cases, it of course does not explain all types of prejudices
and biases. North Korean citizens hate the United States not because they have observed and
interpreted the countries’ outcomes, but because they are constantly bombarded with anti-American
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propaganda. This situation is better described by Glaeser’s (2005) theory that politicians supply,
and citizens often passively accept, hate-creating stories that complement desired policies. Many
stereotypes, such as the view that Swedes are tall and blond, are about specific, less value-laden
characteristics than our notion of caliber. Here, Bordalo et al.’s (2016) theory that individuals
exaggerate distinctive true diﬀerences between groups is a compelling account. Although individuals
tend to have more negative views about competing groups, they often also have prejudices about
groups they are not in any tangible competition with. And as in the case of Republicans and
Democrats, distorted views about each other can derive from disagreements about basic social
questions.
In Section 7, we mention some questions that are unaddressed by our current framework. For
instance, a person might be unsure about the composition of groups in society. Then, we conjecture
that in some circumstances he comes to believe in a secret group that is favored or conspires
against others. More broadly, while our framework largely takes group relationships and the agent’s
perception of them as exogenous, it would be important to endogenize these in future work.

2

Theoretical Tools

In this section, we derive a theoretical result that we will apply in multiple ways to analyze our main
models, and that might be useful for other researchers studying implications of overconfidence or
other misspecifications. To the best of our knowledge, our characterization is the first closed-form
solution for the long-run outcome of a general learning process with misspecification and states
and signals of arbitrarily high dimension.2 Readers uninterested in our abstract result can skip to
Section 3.
The agent makes inferences about a fixed L-dimensional vector of fundamentals
f = (f1 , . . . , fL )T ∈ RL ,
whose realization we denote by F = (F1 , . . . , FL )T . In each period t, the agent observes a signal
rt = M f + ! t ,
2

Spiegler (2016, forthcoming) and Chauvin (2020) also develop and solve in closed form models of high-dimensional
misspecified inferences. These models are not based on an explicit learning process, and their economic logic and
solution methods are completely diﬀerent from ours. As we note in Section 6, other papers on misspecified learning
typically only solve one- or two-dimensional models.
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where M ∈ RD×L is a matrix and !t ∈ RD is a vector of errors that is jointly normally distributed
with mean zero and positive definite covariance matrix Σ. We assume that M has rank L; otherwise,
there would be diﬀerent vectors of fundamentals that entail the same distribution of signals and
hence the agent could not learn the fundamentals even with access to infinite data.
The agent observes a sequence of realizations of rt , with the !t drawn independently over time.
He updates his beliefs in a Bayesian way: given a prior belief P0 over the set of fundamentals and
positive definite covariance matrices, the probability that his posterior belief Pt assigns to the set
A after seeing the the sequence of signals r = (r1 , r2 , . . . , rt ) is given by
!
1(f ′ ,Σ′ )∈A ℓt (r|f ′ , Σ′ )dP0 (f ′ , Σ′ )
!
Pt A =
,
ℓt (r|f ′ , Σ′ )dP0 (f ′ , Σ′ )
where the likelihood equals

t
"

$

1
#
ℓt (r|f , Σ ) =
exp − (rz − M f ′ )T Σ′ (rz − M f ′ )
L
′
2
(2π) det Σ
z=1
′

′

1

%

.

In making his inferences, the agent is misspecified in a particular sense: while the true value of
fundamental i is Fi , he believes with certainty that it is f˜i . We consider three diﬀerent inference
problems depending on which parts of the agent’s beliefs are fixed by his prior belief, and which
are derived from his observations. In our preferred specification, the agent is trying to infer the
fundamentals f as well as the covariance matrix Σ:
&

′

′

L

supp P0 = (f , Σ ) ∈ R × R

D×D

:

= f˜i , Σ′ is positive definite

fi′

'

.

(Case III)

Because they are potentially of interest in other applications, we also consider two simpler inference problems. We ask what the agent infers about the fundamentals when his beliefs about the
covariance matrix are fixed at some positive definite Σ̃, so that
&
'
supp P0 = (f ′ , Σ′ ) ∈ RL × RD×D : fi′ = f˜i , Σ′ = Σ̃ .

(Case I)

And we ask what the agent infers about the covariance matrix when his beliefs about all fundamentals are fixed at f˜ = (f˜1 , . . . , f˜L )T , so that
&

′

′

L

supp P0 = (f , Σ ) ∈ R × R

D×D

: f = f˜, Σ′ is positive definite
′

'

.

(Case II)

We say that the agent’s beliefs concentrate on a point (f˜, Σ̃) if for every open set A such that
(f˜, Σ̃) ∈ A, almost surely the agent will in the limit assign probability 1 to A: P[limt→∞ Pt A =
6

1] = 1. For stating our theorem, note that any positive definite covariance matrix Σ̃ is invertible,
so the matrix M T Σ̃−1 M is well-defined; and since M has rank L, this matrix is positive definite
and hence invertible.
Theorem 1 (Long-Run Beliefs). In Cases (I), (II), and (III), the agent’s beliefs concentrate on a
single point (f˜, Σ̃). Furthermore:
(I) If the agent has fixed beliefs Σ̃ about the covariance matrix but is uncertain about the fundamentals j ∕= i, then in the limit his bias about fundamental j is
f˜j − Fj =

(M T Σ̃−1 M )−1
ij
(M T Σ̃−1 M )−1
ii

(f˜i − Fi ).

(1)

(II) If the agent has fixed beliefs f˜ about the fundamentals but is uncertain about the covariance
matrix, then in the limit his bias about the covariance matrix is
Σ̃ − Σ = (M (f˜ − F ))(M (f˜ − F ))T .

(2)

(III) If the agent is uncertain about both the fundamentals j ∕= i and the covariance matrix, then
in the limit his bias about fundamental j is
f˜j − Fj =

(

M T Σ−1 M

)−1
ji

[M T Σ−1 M ]−1
ii

(f˜i − Fi ),

(3)

and his bias about the covariance matrix is given by Expression (2).
The proof of Theorem 1 proceeds as follows. First, by the seminal result of Berk (1966), beliefs
concentrate on the set of minimizers of the Kullback-Leibler divergence. Intuitively, the negative
of the Kullback-Leibler divergence is increasing in the subjective log-likelihood the agent assigns to
his observations, so it is a natural measure of how likely a vector of fundamentals is in the agent’s
view in the long run. Due to our assumption of normal signals, the Kullback-Leibler divergence
++
*
,
D F, Σ ++ fˆ, Σ̂ assigned to the parameters (fˆ, Σ̂) when the true parameters equal (F, Σ) is
.
++
*
, 1
det
Σ̂
D F, Σ ++ fˆ, Σ̂ =
tr(Σ̂−1 Σ) + (M (fˆ − F ))T Σ̂−1 M (fˆ − F ) − n + log
.
2
det Σ
The proof then derives the unique minimizer of the above expression over the support specified
in Cases (I), (II), and (III) using properties of the trace, Kronecker product, determinant, and
eigenvalues of a matrix. While Case (I) can be verified by taking first-order conditions with respect
7

to the fundamentals, in Cases (II) and (III) the objective function involves the determinant of Σ̂,
which is not a tractable function in general. We solve this semi-definite programming problem by
looking at the eigenvalues of a well-chosen matrix in each case, greatly reducing the dimensionality
of the problems as well as eliminating the determinant from the objective.
Notice that plugging Σ̃ = Σ into Expression (1) yields Expression (3). Curiously, therefore,
when the agent is initially agnostic about both the fundamentals and the covariance matrix, then
— although he misinfers the covariance matrix — his long-run beliefs about the fundamentals are
the same as when he correctly understands the covariance matrix.

3

A Model of Inferences about Individuals and Groups

We now turn to our main interest, a model of how overconfidence aﬀects social beliefs.

3.1

Setup

There are I individuals in K potentially overlapping groups in society. Individual j ∈ {1, . . . , I}
has fixed “caliber” aj ∈ R and group relationships cj = (cj1 , . . . , cjK ) ∈ {1, 0, −1}K , where cjk = 1
denotes that he is a member, cjk = 0 denotes that he is a neutral outsider, and cjk = −1 denotes
that he is a competitor of group k. We consider society from the perspective of one individual
i ∈ {1, . . . , I}, whom we call agent i; in many cases, we also compare the views of diﬀerent agents
who all think according to our model. Agent i knows all group memberships cj , and observes a
sequence of realizations of
qj = a j +

K
/

cjk θk + !qj , j = 1, . . . , I,

k=1

ηk = θk + !ηk ,

(4)

k = 1, . . . , K,

where qj is (a signal of) individual j’s “recognition,” θk ∈ R is discrimination in favor of group k,

ηk is a signal of θk , and !qj and !ηk are independent normally distributed errors with mean zero and
variances vjq and vkη , respectively. Hence, recognition depends in part on caliber, but in addition
to that, discrimination toward a group increases a member’s recognition by a fixed amount and
decreases a competitor’s recognition by the same amount.
The crucial assumption of our model is that agent i is overconfident about himself. Formally,
while his true caliber is Ai , he believes with certainty that it is ãi > Ai . Beyond having an
8

unrealistic self-view, however, agent i is rational: he applies Bayes’ Rule correctly to update his
beliefs. Furthermore, he is agnostic regarding the levels of discrimination and the calibers of other
individuals, with his prior having full support over all vectors of reals. Similarly, he is uncertain
about the covariance matrix of the errors, with his prior having full support over all positive definite
covariance matrices. We look for the limit of the agent’s beliefs in the long run.

3.2

Discussion

Given our context of social judgments and prejudice, we think of the variables aj and qj broadly.
A simple interpretation is that aj is individual j’s ability and qj is his wage or other measure of
economic success. Alternatively, aj could denote a person’s deservingness of social rewards based
on past work or behavior or general character, with qj capturing the rewards he gets in the form
of transfers, perks, or other recognition.3 Furthermore, aj and qj could be defined in absolute or
relative terms. Similarly, discrimination θk could take many forms as well. For instance, group
members may support each other — or conspire — against outsiders.
The main premise of our framework, and the single non-classical assumption from which our
results derive, is that the agent is stubbornly overconfident — he has an overly high belief about
his caliber that is never corrected. This premise is consistent with evidence that indicates overly
positive self-views regarding the general capability to do one’s job, lead one’s life, or be a worthwhile member of society — all among individuals who have had plenty of opportunity to learn
about themselves. Most importantly, field evidence establishes that individuals are overconfident
regarding central aspects of their lives, including self-control (Shui and Ausubel, 2004, DellaVigna
and Malmendier, 2006, Augenblick and Rabin, 2019, Chaloupka et al., 2019), productivity on the
job (Park and Santos-Pinto, 2010, Hoﬀman and Burks, 2017, Huﬀman et al., 2019), likelihood of
finding a job (Spinnewijn, 2015), and managerial ability (Malmendier and Tate, 2005).4
Qualifying the evidence, Moore and Healy (2008) show that individuals’ confidence depends on
3

For presentational simplicity, we refer to qj as individual j’s recognition, but our formalism also captures the
case in which qj is a signal of individual j’s recognition that is observable to agent i. Furthermore, while we present
the model and results by referring to individual j as a person, an equivalent model obtains if some observations qj
are average recognitions of groups or subgroups.
4
Bolstering the field evidence is experimental evidence regarding overconfident beliefs about IQ, an important
general skill; see for instance Burks et al. (2013), Charness et al. (2018), Zimmermann (2020), as well as Goette and
Kozakiewicz (2018), who test our earlier paper on learning by an overconfident individual (Heidhues et al., 2018).
Furthermore, although the issue is not studied with the same care, available evidence says that if anything, people
have even greater illusions regarding their moral standing (e.g., Tappin and McKay, 2017).
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the task at hand and whether the measure of confidence is absolute or relative, and there are tasks
for which people are on average underconfident. These task-specific distinctions are not central to
our setting. Our notion of caliber is intended to capture a general capability to be a productive and
worthwhile person, not an ability to perform a specific experimental task. The above evidence on
overconfidence — and the corresponding lack of evidence documenting underconfidence — indicates
that individuals are on average overconfident regarding these capabilities. Of course, there are some
documented diﬀerences in overconfidence between groups, which we discuss briefly below.
The specific assumption that the agent has a degenerate belief about his caliber is a tractable
reduced-form way of capturing stubborn overconfidence, without taking a stance on what force
generates it. In Section 5.3, we consider a plausible microfoundation, biased learning about oneself.
We assume that the agent observes signals of θk . These signals could correspond to direct
evidence about discrimination he gleans from his work, school, or personal life. He may, for instance,
observe that some students get more opportunities to speak in class, or some employees are assigned
more “promotable” tasks. Alternatively, the agent may hear about academic or journalistic research
regarding discrimination. Finally, unbiased signals about discrimination might be extracted from
richer observations. For example, if there are a few people — e.g., close friends or family members
— whose calibers the agent observes perfectly, he can compare this knowledge to the recognitions
of the same people to obtain signals of discrimination.5 Some or all of these types of signals might
be very inaccurate; in this case, vkη is high.
Formally, our model applies only to domains in which the agent makes many observations
of his own recognition. In our preferred interpretation, however, the calibers aj and levels of
discrimination θk are general properties that apply broadly across domains. Hence, once the agent
has made conclusions about these variables from his own experience, he may transfer his opinions
to domains in which he has no direct personal involvement. For instance, a bank employee who
has come to view minorities as less trustworthy in his own life may apply this knowledge when
thinking about the quality of a new minority driver on a car-sharing platform. And a Jewish
Israeli judge who has concluded from his experience growing up and going to school that Arabs get
ahead through dubious means may (consciously or subconsciously) apply this view when making
inferences about a legal case at hand.
5

Explicitly incorporating the above into our model does not change any of our conclusions.

10

We analyze only beliefs, and do not consider the implications of beliefs for behavior. But almost
any theory implies that people act on their beliefs about others in social situations. A consumer
who views minority drivers as inferior is less likely to select them for rides; and a judge who thinks
of an Arab as an intrigant is likely to favor a Jewish opposing side in a small-claims court. Hence,
understanding the nature of beliefs is essential.6
Our model allows for diﬀerent agents to have access to diﬀerent information. This possibility,
which can be captured through diﬀerences in the variances vjq and vkη of the errors, is especially
relevant when comparing the beliefs of agents from diﬀerent groups. Nevertheless, our main results
regarding belief disagreement are not predicated on diﬀerences in information. Furthermore, note
that diﬀerences in information cannot by themselves explain systematic disagreement. In a correctly
specified model, diﬀerences in information should not lead to systematic diﬀerences in beliefs, and
in the long run everyone’s beliefs should converge to the truth.
The K groups the agent considers relevant — e.g., that he distinguishes immigrants but not
brown-eyed individuals as a separate group — must be exogenously specified. While some principles
(e.g., the salience of observable group diﬀerences) may help guide this modeling choice, providing a
full microfoundation is well beyond the scope of our paper. Similarly, whether the agent perceives
an outside group as neutral or a competitor is exogenous, and while some principles (e.g., realistic
economic forces) can help make this determination, a full microfoundation seems beyond reach
(e.g., an agent may perceive competition even when there is little).7
Finally, while our results are bound to have implications for discriminatory behavior, we emphasize that for the purposes of the present paper, the degrees of discrimination θk are exogenous.
We do not make assumptions or predictions about which groups face discrimination and in which
direction. Our results are about agents’ views relative to the truth and relative to each other.
6

For technical and presentational convenience, as well as to highlight that the biases are not eliminated by
experience, our formal results pertain to long-run beliefs. Identical tendencies would obtain with finite data, but
beliefs would then also depend on the agent’s prior.
7
Relatedly, we restrict group memberships cjk to three possible levels (1, 0, and -1) merely to simplify our
statements regarding the implications of membership in or competition with a group. The formulas we derive hold
for any cjk ∈ R, and the intuitions do not seem to depend on the specific setup. For instance, if discrimination in
favor of a group hurt competitors by a diﬀerent amount (say half as much), our points apply unchanged.
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4

Patterns in Beliefs

By Theorem 1, agent i’s beliefs converge to point beliefs. We denote the agent’s long-run point
belief about discrimination toward group k by θ̃ki , and his long-run point belief about individual j’s
caliber by ãij . We also denote the actual realizations of these variables by Θk and Aj , respectively.
Proposition 1 (Biases). Agent i’s long-run bias about discrimination toward group k is
θ̃ki − Θk =

−cik vkη
0
· (ãi − Ai ),
viq + k′ c2ik′ vkη′

and his long-run bias about individual j’s caliber is
0
cik cjk v η
i
ãj − Aj = q k0 2 k η · (ãi − Ai ).
vi + k′ cik′ vk′

(5)

(6)

We organize and discuss implications of Proposition 1 in the following subsections.

4.1

Self-Centered Views about Discrimination

The first implication is immediate from the fact that the numerator on the right-hand side of
Equation (5) is proportional to −cik : the agent overestimates discrimination against group k if
he is a member of it (cik = 1), and he underestimates discrimination against group k if he is a
competitor of it (cik = −1). Intuitively, overconfidence implies that agent i’s recognition is prone
to falling short of his perceived caliber. A compelling explanation is that discrimination against
the groups he is in and discrimination in favor of the groups he competes with are hurting him.
The above bias is not directly observable if the true extent of discrimination is unclear or
not easily compared to individuals’ opinions. But an immediate implication of the bias, that a
member’s estimate of discrimination against a group is higher than a non-member’s, is amenable to
measurement and consistent with evidence. Regarding racial discrimination, 88 percent of blacks
in the U.S. say that “the country needs to continue making changes to give blacks equal rights with
whites,” but only 54 percent of whites agree (Pew Research Center, 2017). In fact, the majority
of whites think that they are the ones being discriminated against (National Public Radio et al.,
2017). Regarding gender discrimination, 77 percent of male STEM employees say that women
are treated fairly in opportunities for promotion and advancement, but only 43 percent of females
agree (Funk and Parker, 2018). And in the financial domain, 37% of those with family incomes
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over $75,000, but 56% of those with family incomes below $30,000, think that being rich has more
to do with having had advantages than with working harder (Pew Research Center, 2018).8

4.2

In-Group Bias

Equation (6) implies that — fixing his group relationships, ci — agent i’s bias regarding individual
0
j is increasing in k cik cjk vkη . This expression is an “index of similarity” between individuals i

and j: the more groups and competitor groups they share, the higher is the index; and the more
they compete (because one is a member and the other is a competitor of a group), the lower is the
index. The index determines how much agent i believes that the discrimination hurting him also
hurts individual j, so it determines how much of individual j’s recognition he attributes to caliber.
We state two important implications of the above bias in a special case in which a person’s
in-group and out-groups are unambiguous. We say that the group structure is partitional if the K
groups are disjoint, their union is the set of all individuals, and cj = cj ′ whenever individuals j and
j ′ are in the same group. That is, society is divided into separate groups, with group membership
determining an individual’s relationships to other groups.
Corollary 1. Suppose that the group structure is partitional, and take two overconfident agents i1
and i2 who belong to diﬀerent groups k1 and k2 .
1. (Absolute In-Group Bias). If the average calibers of the groups are equal, then agent i1
believes that group k1 has higher average caliber than group k2 .
2. (Relative In-Group Bias). Agent i1 ’s belief about the average caliber of group k1 , and his
belief about the diﬀerence in average calibers between groups k1 and k2 , are higher than agent i2 ’s
beliefs about the same measures.
Part 1 says that if the average calibers of the groups are equal, then all groups believe themselves
to be better than other groups. Although there are exceptions we discuss below, this “absolute ingroup bias” is the most basic stylized fact in the literature on stereotypes, discrimination, prejudice,
8

It is worth noting that one group the agent conceives of could be the singleton consisting of himself — even
though this “group” typically faces no discrimination (i.e., it has Θk = 0). Then, the agent develops the view that
there is some “exclusive discrimination” directed only at him. If he is in addition particularly bad at judging the
degree of exclusive discrimination (the vkη corresponding to himself is much higher than the vkη corresponding to other
groups), then he converges on what might be called paranoid beliefs: he explains his lack of recognition mostly by
exclusive discrimination — the belief that “the world is out to get him” and only him. In this case, the group-based
biases we identify below are small. But it seems reasonable to posit that the typical person is not so bad at judging
the degree of exclusive discrimination (i.e., the vkη corresponding to himself is not that high). In those cases, all of
our conclusions continue to hold.
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and racism. It was central in the groundbreaking works of Sumner (1906), Allport (1954) and Tajfel
(1982), and has been confirmed by many researchers (see Mullen et al., 1992, for a meta-analysis
of 137 studies). Absolute in-group bias is also consistent with the large volume of evidence on
discriminatory behavior accumulated in the literature (see, e.g., Bohren et al., 2019b, for references).
Part 2 of Corollary 1 considers situations in which groups’ calibers are not necessarily equal,
or — stepping slightly outside our model — there are other biases that aﬀect views approximately
equally across groups.9 Our theory predicts that even then, the agent exhibits “relative in-group
bias:” he evaluates his own group, and his own group relative to other groups, more positively
than outsiders do. Indeed, when researchers do not find unanimous support for absolute in-group
bias, they typically observe relative in-group bias. This is especially the case in the context of
race; for instance, although both Jewish- and Arab-Israeli buyers are more prone to respond to
advertisements by Jewish rather than Arab car sellers, the diﬀerence is greater for Jews (Zussman,
2013). In the context of gender, many studies find a similar pattern (see Zinovyeva and Bagues 2011
on academic promotions, Gagliarducci and Paserman 2012 on municipal governments, De Paola
and Scoppa 2015 on academic evaluations, Kunze and Miller 2017 on promotions at private firms,
and Mengel et al. 2018 on teacher evaluations). But as we emphasize in Section 4.7 below, some
studies document that women discriminate against women as much as men do, and these findings
are not consistent with our model.

4.3

Biases Derive from Overconfidence

As is clear from Equations (5) and (6), agent i’s biases are increasing in his overconfidence ãi − Ai ,
or, equivalently in our model, in the belief that he is getting less than what he deserves. Taking
this comparative static further, our theory says that an agent with the impostor syndrome (Ferrari
and Thompson, 2006), or ãi − Ai < 0, has the opposite biases to an overconfident agent. We
have not found direct tests of these predictions, but they are consistent with some correlational
patterns. Notably, narcissism is a personality trait that resembles our notion of overconfidence in
two key ways: it involves an inflated self-view and a feeling that one is not appreciated by others,
9

For instance, Zussman (2013) notes that there may be a population-level tendency to view Arab-Israeli car
dealers as less trustworthy than Jewish-Israeli car dealers. One reason for such a view might be that Arabs are much
more likely to be convicted for fraud. Of course, whether the conclusion from conviction rates is justified depends on
the extent of discrimination in the Israeli justice system, which is diﬃcult to observe. Hence, the view may or may
not be statistically justified.
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as manifested by a constant search for social aﬃrmation (Gabriel et al., 1994, Morf and Rhodewalt,
2001, Campbell et al., 2004, 2011). Furthermore, researchers have found that narcissism predicts
prejudiced views (Cichocka et al., 2017). Other research suggests that men are more overconfident
than women, at least regarding many (stereotypically male) attributes that are often considered
important in life (Barber and Odean, 2001, Buser et al., 2014, Exley and Kessler, 2019, Pan, 2019,
Coﬀman et al., 2020), and they are less likely to exhibit the impostor syndrome (Cusack et al.,
2013, Villwock et al., 2016, Bravata et al., 2020). In addition, men have stronger racial prejudices
(Ekehammar and Sidanius, 1982, Qualls et al., 1992).

4.4

The Role of Groups and Competition

The agent’s biases depend in important ways on the group structure he uses to interpret outcomes.
To illustrate the basic phenomenon, suppose — for most societies counterfactually — that discrimination is non-existent. If the agent conceives of society in terms of group distinctions (K > 0), then
he develops in-group biases. If he conceives of each individual separately (K = 0), in contrast, then
he develops unbiased beliefs about everyone else. Hence, changing his way of thinking can lower his
biases. As a potential example, a common element of nation-building eﬀorts in nineteenth-century
Europe and twentieth-century Africa was the use of education to encourage thinking in terms of
one nation rather than many ethnicities or tribes (Miguel, 2004, Alesina and Reich, 2015). Our
theory says that this can lead diﬀerent ethnic groups toward perceiving each other as equals.10
To generalize the above insight, we ask what happens when the agent adds a group to his
conception of society that is inconsequential in terms of outcomes — that is, he adds a group K + 1
with ΘK+1 = 0. This always increases his total bias regarding the extent of discrimination:11
Corollary 2. Adding an inconsequential group to the agent’s theory increases

0

k

|θ̃ki − Θk |.

If there are more groups agent i considers, then he can better explain his observations by developing
biased views about these groups, and hence his total bias regarding discrimination increases. As a
10

Relatedly, our prediction suggests that discrimination itself may lead agents to develop biased views, and hence
increase prejudice. If there is no discrimination in society, then an agent may be satisfied with explaining his social
observations without drawing group distinctions (K = 0), leading to unbiased views. If there is discrimination that
is salient or widely discussed, however, the agent will correctly include groups in his model of society (K > 0), but
he will make incorrect conclusions about what is going on.
11
Corollary 2 is somewhat analogous to Schwartzstein’s (2014) result that an agent who ignores an important
explanatory variable when trying to understand his observations may overestimate the relevance of another variable.
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result, agent i’s biases regarding individuals closest to him (for whom cjk = cik ∕= 0 for all k) and
individuals furthest from him (for whom cjk = −cik ∕= 0 for all k) also increase. At the same time,
some of agent i’s biases can oﬀset each other, so his bias about a person who shares some but not
all group memberships with him can decrease in the number of groups.12
Consider also the empirically relevant situation in which the agent starts to perceive a group
of outsiders as competitors. For instance, a native — especially a low-skill native — may perceive
competition for jobs or other resources with a new ethnic group in his vicinity.
Corollary 3. Adding an inconsequential group K + 1 satisfying ciK+1 = −1 to agent i’s theory
lowers his view of any member of group K + 1.
Contemplating the new competitor group, agent i concludes that there is discrimination in favor
of it, lowering his opinion of the group. This logic helps explain the finding that greater ethnic
diversity in a county or metropolitan area increases racial animus, especially among individuals of
low socioeconomic status (e.g., Branton and Jones, 2005), and the related finding that immigration
triggers hostile reactions by local natives (Tabellini, 2019). More generally, Corollary 3 says that
— although he is prone to in-group bias with respect to all outside groups — the agent has more
negative views about individuals or groups he considers competitors. This determinant of prejudice
is one of the basic stylized facts that form the foundation of group conflict theory (e.g., Jackson,
2011). For instance, Stephan et al. (1999) document that the negative stereotyping of immigrants
in the US is correlated with perceived competition for jobs and social transfers. Examining the
direction of causality in an experiment, Esses et al. (1998) find that manipulating the sense of
competition with an imaginary immigrant group leads subjects to see the group in a more negative
light.13
12

As a simple example, suppose first that agent i thinks of one group (K = 1), and ci1 = 1, cj1 = −1. Then, agent
i’s bias about agent j is ãij − Aj = −v1η (ãi − Ai )/(viq + v1η ). Now suppose that agent i also considers another division
of society (K = 2), with ci2 = cj2 = 1 and v1η = v2η . Now agent i’s bias is ãij − Aj = 0. For instance, a white male
evaluates a black male more negatively if he thinks about society only along a black/white divide than if he thinks
about society along both black/white and male/female divides.
13
A closely related idea features heavily in Hochschild’s (2016) recent sociological work, in which she explains the
attitudes of Tea Party supporters by their perception that women, immigrants, and racial minorities have, with the
help of the government, been “cutting in line” in front of white men.
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4.5

Useless and Harmful Types of Information

It is immediate from Proposition 1 that two types of information are ineﬀective in correcting the
agent’s biases. First, having more signals of all types does not eliminate biases; indeed, the agent’s
views in this paper are all based on an infinite sequence of signals. Second, an improvement in
the agent’s information about others’ recognitions (a decrease in vjq for j ∕= i) does not aﬀect his
long-run biases at all. Intuitively, demonstrating to the agent that an out-group’s recognition is
quite high does not improve his opinion at all, as he had already explained this by overestimating
discrimination in favor of the group.
Worse, information can be unambiguously harmful. From a classical perspective, the most
obvious way to debias a person if his biases derive from an inflated self-view is to provide more
accurate information about himself. Indeed, if a person has a correctly specified model with an
overly high prior about himself, then better information can serve to rectify his misperception
faster. In contrast, improving agent i’s information about himself (a decrease in viq ) exacerbates
all his biases.14 Intuitively, being evaluated more clearly forces agent i to acknowledge that his low
performance is not due to bad luck, increasing the need for social explanations.

4.6

Bias Substitution

Information or other changes in the environment can also lead to reallocating a person’s biases.
As a case in point, suppose that information about discrimination toward one group the agent
belongs to or competes with becomes more precise. This could happen due to a social planner
providing more information, or due to the agent investigating the issue himself. The eﬀect is not
fully beneficial:
Corollary 4. An increase in the precision of information about discrimination toward a group
that agent i either belongs to or competes with (a decrease in vkη for a k with cik ∕= 0) lowers agent
i’s bias regarding discrimination toward group k and his total bias regarding discrimination, but
increases his bias regarding discrimination toward any other group.
If agent i receives more information about discrimination toward group k, then it becomes more
diﬃcult to maintain a biased view regarding discrimination toward group k, and it becomes more
14

Formally, this result follows immediately from Equations (5) and (6) in Proposition 1.
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diﬃcult to maintain a biased view regarding discrimination more generally, so his biases regarding
these matters decrease. Looking to explain his recognition in another way, however, agent i engages
in bias substitution: he comes to form more biased beliefs about discrimination toward other groups.
Another manifestation of bias substitution occurs when the agent finds a new competitor group
to evaluate his observations with, such as when citizens start asking themselves whether newly
arrived immigrants are diﬀerent or are being treated diﬀerently. For a new issue such as this one,
it is plausible to assume that information about discrimination is poor, so vkη is large.
Corollary 5. Suppose that a new competitor group of individuals is added to society (individuals
j = I + 1, . . . , I ′ with cjK+1 = 1 for j > I, cjK+1 = −1 for j ≤ I, and cjk = 0 for any j > I and
η
k ≤ K). Then, agent i develops a negative bias about any member of group K + 1, and if vK+1
is

suﬃciently large, then he develops a positive bias about everyone else.
Intuitively, immigrants provide a convenient account for why the agent is not getting what he thinks
he deserves, so he overestimates discrimination in favor of immigrants and develops a negative view
of immigrants. But because he views his fellow citizens as also competing with immigrants, he
forms positive opinions of them. This provides a mechanism for how focusing on a competitor
outside group can help unify a population hitherto riddled with disagreements and dislikes — a
common tactic of politicians. Indeed, in an example of such bias substitution, Fouka et al. (2019)
document that the inflow of blacks to northern U.S. cities during the great migration reduced the
(previously substantial) stereotyping of Irish and Italian immigrants.

4.7

Legitimizing Myths and Asymmetric In-Group Bias

Because it is common and important, we discuss a specific social situation from the perspective of
our model. Suppose that the group structure is partitional and all groups have the same average
caliber, but inequality arises because a dominant social group benefits from discrimination at the
expense of a dominated group. Then, Corollary 1 implies that members of the dominant group
underestimate or completely fail to appreciate the benefits that they are receiving, coming to
see inequality as a consequence of real diﬀerences between groups. This is a formalization of social
dominance theory’s notion of a “legitimizing myth” — an illusion that rationalizes a social hierarchy
(e.g., Pratto et al., 2006) and thereby helps maintain it.
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Under reasonable assumptions, our framework can also help account for an important pattern
observed by researchers: that the dominant group often exhibits greater in-group bias than the
dominated group. First, if average overconfidence is greater in the dominant group than in the
dominated group, then members of the dominant group come to hold more biased views. As
we have discussed in Section 4.3, for instance, men are more overconfident and less prone to the
impostor syndrome than women. Second, a similar asymmetry arises if members of the dominated
group observe discrimination with less noise (e.g., all vkη are proportionally lower for them). They
may, for instance, see more direct evidence of discrimination, such as arbitrary searches by police, or
they may be more attentive to the issue. But our theory cannot easily account for the more extreme
versions of asymmetric in-group bias: when the dominated group shows an empirically unjustified
absolute out-group bias, and especially when even relative in-group bias disappears. For example,
Card et al. (2019) document that male and female referees appear to be about equally biased in
favor of male authors.15 In these cases, reasons outside our framework must also be involved.16

5

Model Variants

5.1

Personal Contact

We ask how the agent’s inferences are modified if he has personal contact with or a trustworthy
source about (some) members of society, so that he receives signals about them that are not tainted
by discrimination. Formally, we modify the model of Section 3 by assuming that agent i observes
(in addition to qj and ηk ) signals of individuals’ calibers. Because the general analysis appears
intractable, however, we solve a special case of the model. We assume that there is only one group,
and each individual is either a member or a competitor of the group: dropping the subscript 1
for the single group, cj ∈ {−1, 1}. Furthermore, recognitions qj = aj + cj θ + !qj , signals about

caliber sj = aj + !aj , and signals about discrimination η = θ + !η are independently distributed with
15

See also Bagues et al. (2014) in the context of academic evaluations, and Bagues and Esteve-Volart (2010) in the
context of judicial hiring decisions. An interesting two-sided reversal of absolute in-group bias occurs in the context
of driving tests analyzed by Bar and Zussman (forthcoming), where both male and female examiners favor drivers of
the opposite sex. The authors interpret this as a preference for spending time with (typically young) members of the
opposite sex.
16
For example, when a member of the dominated group is evaluated by someone in the dominant group — such
as when a female referee works for predominantly male editors — she may attempt to appear unbiased by expressing
opinions consistent with those of the dominant group. And if some members of the dominant group control public
discourse, they might present their own interpretations as facts and thereby shift the opinions of all groups in favor
of the dominant group.
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!qj ∼ N (0, v q ), !aj ∼ N (0, v a ), and !η ∼ N (0, v η ). This means that individuals’ recognitions have the
same variance, and so do the signals of individuals’ calibers. Then:
Proposition 2 (The Eﬀect of Personal Contact). Agent i’s long-run bias about discrimination is
θ̃i − Θ =

−v η (v q + v a )ci
· (ãi − Ai ),
(v q + v η )(v q + v a ) + (I − 1)v q v η

and his long-run bias about individual j is
ãij − Aj =

v η v a ci cj
· (ãi − Ai ).
(v q + v η )(v q + v a ) + (I − 1)v q v η

The qualitative pattern of long-run biases is identical to that before: the agent overestimates
discrimination against his group and in favor of competitors, and he develops positive biases regarding his group and negative biases regarding competitors. But Proposition 2 also implies that
more accurate information about individuals’ calibers (a lower v a ) and observing more people (a
higher I) lower all biases. Intuitively, observing a signal of individual j’s caliber makes it more
diﬃcult to maintain a biased belief about individual j, so agent i’s bias decreases. Furthermore,
observing signals of others’ calibers improves the agent’s information about discrimination by providing comparisons with the same individuals’ recognitions. This again makes it more diﬃcult to
maintain a biased belief about individual j.
In the model above, a reduction in v a applies to observations of both in-group members and
out-group members. To help understand the eﬀect of improved information about just out-group
members, we consider a particular example.
Example 1. I = 3, K = 1. Agent 1 is a member of group 1, while individual 2 is a representative
fellow member and individual 3 is a representative competitor. Agent 1 observes individuals’ recognitions, a signal of individual 3’s caliber, and a signal of discrimination. Individual 3’s recognition
has variance voq , and the signal of his caliber has variance voa . The variances of the other errors
equal 1. Then,
ã12 − A2 =

voq + voa
−voa
1
·
(ã
−
A
);
ã
−
A
=
· (ã1 − A1 ).
1
1
3
3
2voq + 2voa + 1
2voq + 2voa + 1

Confirming the previous intuition, better information about the competitor group’s caliber (a reduction in voa ) lowers the agent’s biases. This prediction can naturally be interpreted as an instance of
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Allport’s (1954) influential contact hypothesis — that contact between diﬀerent groups can reduce
prejudices and biases — and as such is supported by a large body of evidence.17
Going beyond our previous insights, however, now more accurate information about the competitor group’s recognition (a decrease in voq ) increases the agent’s bias about the group’s caliber.
The intuition derives from the increased blame agent 1 places on the group for their outcomes.
Given that he overestimates discrimination in favor of the out-group, the group’s actual recognition
is worse than he expects — a diﬀerence he attributes to noisy observation. Since an improvement
in information makes such an attribution less plausible, it leads him to conclude that the out-group
is of lower caliber than he thought.
Combining these insights with those in Section 4, our model says that the eﬀect of additional
information on the accuracy of beliefs depends on the nature of the information. If the additional
information is generic knowledge that comes with experience, or it is more accurate information
about recognition, then it is ineﬀective to harmful. But if it is personal information that pertains
to the caliber of an out-group, then it is beneficial in reducing biases regarding that group.
Similarly, our model can be interpreted as predicting that the eﬀect of intergroup contact is
nuanced. In Section 4.4, we have argued that simple proximity — which we think of as loose contact
— can increase the sense of competition and therefore increase animosity. Here, we predict that
close, personal contact lowers animosity. Roughly consistent with this distinction, Oliver and Wong
(2003) find that greater diversity at the metropolitan level raises racial animus, but racial proximity
at the neighborhood level lowers racial animus; and Laurence (2014) finds that greater diversity
in one’s community has a negative eﬀect on inter-ethnic attitudes, but personal ties eliminate this
eﬀect.
To complicate matters further, our model identifies a shortcoming of personal contact:
Example 2. I = 3, K = 1. Agent 1 is a member of group 1, while individual 2 is a representative
competitor, and individual 3 is a randomly chosen specific competitor. Agent 1 observes individuals’ recognitions, a signal of individual 3’s caliber, and a signal of discrimination. Competitors’
recognitions have variance voq , and the signal of individual 3’s caliber has variance voa . The variances
17
Pettigrew and Tropp (2006) provide a meta-analysis of hundreds of previous studies, most of which find evidence
consistent with the contact hypothesis. Many studies are correlational in nature, but evidence reviewed by Paluck
et al. (2018) in which researchers experimentally manipulate interactions between groups shows that contact has a
causal negative impact on prejudices.
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of the other errors equal 1. Then,
ã12 − A2 =

−(voq + voa )
−voa
1
·
(ã
−
A
);
ã
−
A
=
· (ã1 − A1 ).
1
1
3
3
2voq + 2voa + 1
2voq + 2voa + 1

Suppose that voa is small but voq is large — the agent knows individual 3 well, but does not
observe recognitions accurately. Then, personal contact has an eﬀect that is largely limited to the
agent’s acquaintance: it all but eliminates his bias regarding individual 3, but it has little eﬀect on
his bias regarding individual 2. More generally, the example suggests that the agent tends to have
systematically diﬀerent beliefs about a group than about individuals who were randomly chosen
from the group and whom he has gotten to know. For instance, many majority Eastern Europeans
insist that they do not harbor prejudices against the Roma, illustrating this claim with the fact
that they have Roma acquaintances. But, they add, their acquaintances happen to be “honest
Roma” who are unlike the rest.

5.2

Correlated Errors and Endogenous Groups

We analyze a variant of our model in Section 3 in which K = 0, so recognition qj = aj + !j is an
unbiased signal of caliber. At the same time, rather than imposing independence, we allow the !j
to have any positive definite covariance matrix Σq . All other assumptions remain unchanged.
A plausible economic example is team production. The I individuals are working in two disjoint
teams. An individual’s pay is determined by his performance, which depends in part on his ability
and idiosyncratic noise, but also on a shock common to his team. This noise structure induces
positive correlation between the outcomes of individuals on the same team, and may induce negative
correlation between the outcomes of individuals on diﬀerent teams (e.g., if the two teams compete
or draw on a joint resource).
Biases are now determined in the following way:
Proposition 3 (Correlated Errors and Biases). Agent i’s long-run bias about individual j is
ãij

− Aj =

Σqij
Σqii

(ãi − Ai ),

(7)

while his bias about the covariance matrix is given by
Σ̃qjj ′ − Σqjj ′ = (ãij − Aj )(ãij ′ − Aj ′ ) =
22

Σqj′ i Σqji
(Σqii )2

(ãi − Ai )2 .

(8)

To develop intuition for Proposition 3, suppose first that agent i knows the covariance matrix,
and qi and qj are positively correlated. To the overconfident agent, qi is often surprisingly low, so
he infers that qj must often be below average as well. As a result, he overestimates individual j.
But agent i misestimates the covariance matrix: he overestimates the covariance between qj
and qj ′ if and only if he misestimates individuals j and j ′ in the same direction. For an intuition,
suppose that he overestimates both individuals. Then, in a prototypical observation both qj and
qj ′ seem to him to be unexpectedly low and thus positively correlated.
Finally, agent i’s misestimation of the covariance matrix does not aﬀect his inferences about
individuals. The amount by which agent i overestimates aj relative to ai (i.e., (ãij − Aj )/(ãi − Ai ))

both determines the relative amount by which he overestimates the covariance of qj and qi ((Σ̃qij −

Σqij )/(Σ̃qii − Σqii )), and is determined by his relative estimate of that covariance (Σ̃qij /Σ̃qii ). This can
only be consistent if he estimates the relative covariance (Σ̃qij /Σ̃qii ) correctly.18

In the context of this model, we can endogenize the agent’s in-group as individuals whose
outcomes are positively correlated with his — those “in the same boat” with him — and his
competitors as individuals whose outcomes are negatively correlated with his. Then, the model
predicts the same type of in-group bias that we have described in Section 4, and identifies a sense
in which the agent overestimates how homogenous the groups are internally and how diﬀerent
they are from each other. Namely, agent i overestimates the covariance between the outcomes of
two in-group members as well as the covariance between the outcomes of two competitors, but he
underestimates the covariance between the outcomes of an in-group member and a competitor.
Furthermore, the current model suggests one possible explanation for why the agent might want
to estimate theories of discrimination, as we have assumed exogenously in the model of Section 3.
Comparing his conclusions to the very outcomes that generated his conclusions, agent i might
notice that his in-group is faring persistently worse, and his competitors are faring persistently
better, than he thinks they should given their calibers. Even if he initially did not think so, he
might begin to suspect that discrimination is going on. As a result, he might be drawn to evaluate
the data allowing for discrimination.19
18

q

q

i

Formally, Part II of Theorem 1 implies that (Σ̃ij −Σij )/(Σ̃qii −Σqii ) = (ãj −Aj )/(ãi −Ai ); and Part I of Theorem 1 implies
q
q
q
q
i
that (ãj −Aj )/(ãi −Ai ) = Σ̃ij/Σ̃qii . For both equations to hold simultaneously, it must be that (Σ̃ij −Σij )/(Σ̃qii −Σqii ) = Σ̃ij/Σ̃qii .
q
q
q
q
q
q
q
q
(1−Σ
/
Σ̃
)
Σ̃
Σ
Dividing by the right hand side and rewriting yields
ij
ij /(1−Σii /Σ̃ii ) = 1, implying that
ij/Σ̃ii =
ij/Σii .
19
A natural question is what happens when — combining our model in Section 3 with that here — agent i allows
for group-level discrimination, and individuals’ recognitions are correlated. Our proof of Proposition 1 applies to
this possibility essentially unchanged, and implies that the eﬀects are additive: agent i’s opinion of individual j is
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5.3

Overconfidence through Biased Learning

In our main model, we capture stubborn overconfidence by assuming that the agent has a fixed,
overly positive belief about himself. In this section, we consider one possible microfoundation for
stubborn overconfidence, biased learning about oneself.
We modify the model introduced in Section 3 in the following ways. The agent has a full-support
prior regarding his own caliber, and observes (in addition to qj and ηk ) signals si = ai + b + !ai ,
where !ai is a normally distributed error with mean zero and variance via that is independent of the
other errors. In reality, b = B > 0, but the agent believes with certainty that it is b = b̃ = 0: he is
interpreting signals about himself in a positively biased way. This results in the following beliefs:
Proposition 4. The agent’s long-run bias about his own caliber is
0
viq + k c2ik vkη
0
ãi − Ai = a
· B,
vi + viq + k′ c2ik′ vkη′
while his long-run bias about the caliber of individual j ∕= i is
0
η
k cik cjk vk
i
0 2 η · B.
ãj − Aj = a
q
vi + vi + k′ cik′ vk′

(9)

(10)

His bias regarding discrimination toward group k is
θ̃ki − Θk =

−cik vkη
0
· B.
via + viq + k′ c2ik′ vkη′

(11)

Comparing the formulas for ãij − Aj , j ∕= i and θ̃ki − Θk to those in Proposition 1, the only diﬀerence
is that there is an additional term via in the denominators, and overconfidence is replaced by the
learning bias B. Hence, our qualitative results, as well as all of our comparative-statics predictions,
are unaﬀected.
This version of the model, however, also has implications for how changes in the environment
aﬀect overconfidence. We point out two:
Corollary 6. (i) Making his own recognition a more precise signal of caliber (lowering viq ) lowers
the agent’s overconfidence and increases all his other biases. (ii) Suppose that discrimination is in
reality non-existent. As compared to not thinking in terms of groups (K = 0), thinking in terms of
groups (K > 0) increases the agent’s overconfidence as well as his other biases.
increasing both in the covariance between their recognitions and in their index of similarity. To see this formally,
note that we do not use the diagonal property of Σq until the second line of Equation (25).
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Part (i) repeats the comparative-static exercise from Section 4.5. Confirming the classical
intuition, providing better information about the agent does lower his overconfidence. Intuitively,
since he finds it more diﬃcult to reconcile his high self-view with the low recognition he obtains,
he adjusts his self-view downwards. But disconfirming the classical intuition that mitigating the
underlying cause of the agent’s incorrect social views — overconfidence — helps debias him, all his
other biases increase. The intuition is the same as before: bad luck becomes a worse explanation
for his low performance, raising the need for social explanations.
Part (ii) reconsiders the insight of our model that group-based thinking drives the agent’s biases
(Section 4.4), showing that it also increases his overconfidence. Intuitively, if the agent does not
think in terms of groups, then it is diﬃcult for him to explain why his recognition is low, so he
becomes quite modest. But if he thinks in terms of groups, then he can explain his low recognition
more easily with discrimination against himself, so he develops a more biased self-view. Hence,
our model suggests that thinking about society in terms of distinct groups, and the corresponding
prejudiced views, can serve as an ego boost and thereby provide utility from self-image.

5.4

Multi-Dimensional Attributes

In our models above, each individual is characterized by a single attribute aj . In reality, people
think of others in multidimensional ways. In this section, we consider a simple example of such
richer conceptualizations of individuals; a thorough analysis is beyond the scope of the paper.
Example 3. There is one group, of which individual 1 is a representative member and individual
2 is a representative competitor. Individual j is characterized by two attributes, competence aj1
and honesty aj2 , with total deservingness of social status given by aj = aj1 + aj2 . Agent 1, who
is overconfident regarding his deservingness of social status, makes observations about the social
statuses of the two representative individuals,
q1 = a1 + θ1 + !q1

and

q2 = a2 − θ1 + !q2 ,

as well as individual 2’s business success
b2 = 2a21 + a22 + !b2 .
Hence, business success is unaﬀected by discrimination, and depends relatively more on competence
than does social status. Finally, the agent observes a signal of discrimination η1 = θ1 + !η1 as
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before. The errors !qj , !b2 , and !η1 are independent mean-zero normals with variances vjq , v2b , and v1η ,
respectively. Then, agent 1 develops the following biases in the long run:
ã121 −A21 =

1
−2
−1
·(ã1 −A1 ).
q η ·(ã1 −A1 ); ã22 −A22 =
q η ·(ã1 −A1 ); θ̃1 −Θ1 =
1 + v1 /v1
1 + v1 /v1
1 + v1q /v1η

Like in our previous models, the agent comes to overestimate discrimination against his in-group
and in favor of competitors. But unlike in our previous models, he does not develop exclusively
negative views of competitors. Intuitively, while he underestimates competitors’ total deservingness
of status, he must reconcile this with a realistic understanding of their business success. Since
business success is more sensitive to competence, he comes to overestimate competitors’ competence
— and to underestimate their honesty by even more.
Of course, the above overestimation depends on the specific pattern of observations the agent
makes, and is therefore a possibility result rather than a general prediction of our model. Nevertheless, it is consistent with the observation that stereotypes about out-groups are sometimes
positive. For instance, Jews used to be stereotyped as smart and hard-working, women are often
seen as being kind and empathic, and some minority men are considered good athletes. At first
sight, this may seem to contradict the idea that individuals tend to hold negative views of their
competitors. Yet exactly as in our example, even when some stereotypes are positive, they often go
along with arguably stronger negative stereotypes (see Jackson 2011, pp. 18-20, for a discussion,
and Glick and Fiske 1996 and Fiske et al. 2002 for closely related ideas). That Jews are smart and
hard-working went along with the idea that they are cool and competitive. That women are kind
goes along with the view that they are not capable leaders. And that minorities are good athletes
goes along with the notion that they are not good at academics.

6

Related Literature

In this section, we relate our theory to research not discussed elsewhere in the paper. Most importantly, while there are other theories for our basic prediction that people express negative attitudes
toward other groups, none of them derives this from overconfidence or generates the rich set of
comparative statics that our model does.
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6.1

Economics Literature on Discrimination

In economics, there are two dominant approaches to interpreting discrimination. Under taste-based
discrimination, a person dislikes interacting with members of some other groups (Becker, 1957).
Under statistical discrimination, a person uses group membership as an informative signal about
others (Phelps, 1972, Arrow, 1973; Fang and Moro 2011 provide a review). The most obvious way
in which these theories diﬀer from ours is that neither can explain systematically biased beliefs:
taste-based theories are not designed to make predictions about beliefs, and statistical theories
overwhelmingly presume correct beliefs.
To compare predictions regarding discriminatory behavior, we must complement our model
of beliefs with an assumption about the agent’s objectives. One possibility is to posit classical
outcome-based preferences (e.g., earnings from one’s firm). In this case, our model can be thought
of as one of misspecified statistical discrimination — the agent uses group membership as a signal to
guide behavior (e.g., whom to hire), but he does so incorrectly.20 Another possibility is to assume
that the agent dislikes rewarding or interacting with individuals he considers less deserving (as in
the social-preference model of Levine, 1998, for instance). Then, our model predicts that the agent
dislikes other groups because he has incorrectly concluded that they are less worthy. In this case,
our model can be thought of as a foundation for taste-based discrimination.21
We argue that under both possibilities, our model naturally blends features of the two classical
theories, and is therefore consistent with the majority of evidence that has been invoked in support
of either against the other. This point is of the same flavor as Bohren et al.’s (2019b) general
argument that most existing evidence cannot reject “inaccurate statistical discrimination.” But
our model does not allow arbitrary inaccurate beliefs — it achieves consistency with much of the
evidence while making specific comparative-statics predictions about individuals’ attitudes.
Many empirical tests investigate whether more information helps to eliminate various types of
discrimination. While statistical theories predict such a beneficial eﬀect and taste-based theories do
not, our theory says that the eﬀect depends on the type of information: having more experience (i.e.,
20

Some other researchers have also noted that it would seem essential to distinguish correctly specified statistical
discrimination from “error discrimination” (England and Lewin, 1989) or “inaccurate statistical discrimination”
(Bohren et al., 2019b).
21
In fact, we suspect that the “pure” dislike of other groups assumed in the classical theory of taste-based
discrimination is psychologically unrealistic. For instance, we do not think that a person dislikes a particular skin
color unless it is associated in his mind with some meaning about what such others are like.
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having seen more observations of all types) and knowing more about recognition qj do not help, but
knowing more about caliber aj does. Hence, our model may help make sense of diverging findings.
First, authors such as Boring (2017), Beck et al. (2018), and Bar and Zussman (forthcoming) find
that experience does not reduce discrepancies in how diﬀerent individuals treat the same groups.
Second, many correspondence studies in which additional information about individuals does not
reduce discrimination (e.g., Bertrand and Mullainathan, 2004) provide high-level information that
is arguably best interpreted as being about recognition rather than caliber. Third, in some studies
that do find a positive eﬀect of information, such as Kaas and Manger (2012) looking at reference
letters in hiring and Tjaden et al. (2018) looking at online reviews of drivers, direct information
about the person’s character or quality is involved. And specifically investigating a type of personal
contact that is likely to provide information about caliber, Corno et al. (2019) document that being
randomly paired with a roommate of a diﬀerent race reduces negative stereotypes and increases
inter-racial friendships.22
To go further, while a strand of research argues that observed discrimination is statistically
suboptimal and therefore taste-based, the empirical patterns underlying these arguments are generally consistent with our model. Some authors (Ayres and Waldfogel, 1994, Hernández-Murillo
and Knowles, 2004, Alesina and La Ferrara, 2014) use versions of Becker’s “outcome test:” having
access to ex-post measures, they show that the worse treatment of minorities cannot be optimal
from an economic point of view. But since the agent in our model incorrectly believes that outsiders
are worse, he makes exactly the same type of suboptimal choices.23 Another empirical approach,
based on the idea that in a correctly specified model statistical opinions should not vary systematically with group membership, documents diﬀerential behavior across groups (Antonovics and
Knight, 2009, West, 2018). But a central prediction of our model is that diﬀerent groups have
diﬀerent beliefs, so one would expect them to behave diﬀerently.
Complementing the above arguments, there is evidence that supports our model against both
classical alternatives. Bohren et al. (2019a) establish that initial opinions regarding users on an
online mathematics question-and-answer platform exhibit a pro-male bias, although the source of
22

See also Lowe (2020), who finds that participation in a cricket league with members of other castes reduces
own-caste favoritism, especially when contact between castes occurs through being members of the same team.
23
Using the outcome test, Knowles et al. (2001) do not find evidence of (taste-based) prejudice, suggesting that
correctly specified statistical discrimination is going on. As Anwar and Fang (2006) point out, however, a null finding
in an outcome test could reflect opposing prejudices by diﬀerent groups that cancel in the aggregate.
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this bias is unclear. Lambin and Palikot (2019) find that consumers discriminate against new
minority drivers in a car-sharing platform in France, but they do not discriminate against minority
drivers with many reviews — and minority drivers do not select out of the platform. In other words,
consumers have a lower average opinion about a group than about an ex-ante identical group they
are more familiar with. While this is a natural implication of our model (see Example 2), not
only is it inconsistent with taste-based discrimination, but it is unlikely to occur under classical
statistical discrimination.24,25

6.2

Other Related Literature

There is a large sociology and social-psychology literature on prejudice, but to our knowledge no
theory is based on overconfidence or connects prejudice to opinions about discrimination. Furthermore, because the theories are not formalized, they do not make precise comparative-statics
predictions. Most related to our framework, social identity theory (Tajfel and Turner, 1979, Tajfel,
1982) posits that individuals identify with a few relevant social groups — their in-groups. As a result, their self-esteem is bound up with their in-groups, so thinking positively about their in-groups
and negatively about their out-groups leads them to think and feel positively about themselves.
Our theory also implies that a person’s prejudices are intimately tied to his views about himself,
but the connection follows a diﬀerent — in a sense reverse — logic: a person thinks positively about
himself, and this leads him to develop biases about his in-groups and out-groups.
An influential body of research demonstrates that prejudice and discrimination can operate
implicitly outside the person’s awareness (Greenwald and Banaji, 1995, Bertrand et al., 2005,
and many others). Our framework — based on conclusions the agent draws from observations
— is predicated on a conscious process, and hence may appear contradictory to implicit bias.
24
If a consumer’s belief about new minority drivers’ average quality is confident, then in a correctly specified
model it is likely to be approximately correct. Furthermore, because new and reviewed drivers are ex-ante identical,
their average quality is likely to be similar, so the consumer’s beliefs about them should be similar. In contrast, if
the consumer’s belief about new minority drivers’ average quality is not confident, then he should quickly update it
toward the quality of the ex-ante identical reviewed drivers.
25
In contrast, List (2004) documents patterns inconsistent with our model. He finds that sports-card dealers
discriminate against minorities, and collects a variety of other evidence to distinguish models. In dictator games,
dealers reveal no taste for discrimination, but they correctly believe that minorities have diﬀerent reservation values,
suggesting a model of correctly specified statistical discrimination. More ambiguously, studies where discrimination
responds to incentives for profit-maximizing behavior (Hjort, 2014), fails to be eliminated by perfect information about
profit-maximizing behavior (Rao, 2019, Hedegaard and Tyran, 2018), or is present in one-shot sales interactions where
the seller’s profit is unaﬀected by the buyer’s type (Hall et al., 2019), are inconsistent with the first, outcome-based
model we have outlined above, but they are consistent with the second, social-preference-based model.
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But once the agent has drawn conclusions along the lines of our model, he may act on them
without further conscious thought. Indeed, the idea that learned connections can unwittingly
aﬀect judgment is commonplace in psychology, and formed the basis from which the literature on
implicit discrimination started in the first place (Jost et al., 2009). In this sense, our model is not
contradictory to the existence of implicit bias.
Nevertheless, because all comparative-statics eﬀects in our model operate through observations
and the agent’s conceptualization of social groups, they cannot capture some determinants of
prejudice that have been observed. For instance, Bertrand and Duflo (2017) review evidence that
perspective-taking — whereby one steps into a discriminated person’s shoes and tries to imagine the
person’s experience — reliably reduces stereotypes. Yet it seems unlikely that perspective-taking
provides new information or changes the social groups one considers relevant, so other (perhaps
implicit) processes must be involved.
Another strand of the social psychology literature conceptualizes stereotypes — i.e., generalizations about groups — as heuristic simplifications of real attributes. Bordalo et al. (2016) formalize
this idea using a version of Kahneman and Tversky’s (1972) representativeness heuristic. They
assume that a person considers a trait more typical in a group if it is relatively more common in
the group than in the relevant comparison group. This approach does not comfortably explain
why stereotypes are often derogatory prejudices and why many views are self-serving, and unless
diﬀerent groups have diﬀerent comparison groups, it also does not explain why diﬀerent groups
hold diﬀerent views. On the other hand, our framework does not explain neutral stereotypes, such
as the view that Swedes are blonde, which the framework of Bordalo et al. does.
Chauvin (2020) develops a model in which beliefs about a group aﬀect the actual performance
of the group, but — committing the fundamental attribution error documented in the psychology
literature — observers fail to correctly account for this eﬀect. In addition, each observer interprets
outcomes assuming that all groups face the same circumstances that the observer is familiar with.
An “attributive equilibrium” is then a set of beliefs that are self-confirming through observers’
biased inferences. Though the mechanism is diﬀerent from that in Bordalo et al., the inaccuracy
in observers’ models leads to equilibrium beliefs that again exaggerate true diﬀerences between
groups.
Glaeser (2005) presents a political-economy model of hate, which he defines as beliefs about
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the harmfulness of others. Because voters who believe that the out-group is dangerous prefer
policies that lower the out-group’s resources, politicians benefit from hate-inducing messages that
complement their policies. For instance, a pro-redistribution politician wants to induce hate against
rich minorities. Unlike our framework, this model explains how the political environment aﬀects
people’s beliefs about minorities, and which messages are communicated by which politicians. At
the same time, our theory helps understand why negative attitudes often persist without politicians
stoking them, or even despite politicians’ attempts to debias.
Because the agent draws conclusions from observations while holding an incorrect view about
himself, conceptually our paper belongs to the growing literature on learning with misspecified
models. Researchers have studied inferences by individuals who ignore some explanatory variables
(Hanna et al., 2014, Schwartzstein, 2014), misunderstand causal relationships (Spiegler, 2016),
misinterpret social observations (Bohren, 2016, Bohren and Hauser, 2019, Frick et al., 2019), are
overconfident (Hestermann and Le Yaouanq, 2016, Heidhues et al., 2018), or make mistakes in
applying Bayes’ Rule (e.g., Rabin and Schrag, 1999, Rabin, 2002, Fryer et al., 2019). The specific
economic questions we ask and the specific theoretical methods we use are diﬀerent from those in
the literature. Furthermore, when researchers in this literature solve for the outcome of an explicitly
specified learning process, they typically restrict attention to a one- or two-dimensional state of the
world, whereas our paper allows for higher-dimensional states.

7

Conclusion

For the most part, our theory posits exogenously given groups that are known to individuals.
What happens when groups are endogenous or not fully known is an interesting question for future
research. As a simple illustration, consider a young academic who is unsure about what determines
publication success but knows that he is not a member of a privileged group that accepts each
other’s papers at the expense of others. As he observes that his papers do not get the credit he
overconfidently believes they deserve, he concludes that there must be such a privileged group. As
a result, he tries to find the group and become a member of it. Since he never finds the group, he
develops the conspiracy theory that it must be a secret society.
While we study only beliefs in this paper, our model provides a platform for exploring how
actions interact with biased inferences. Among the many possible questions, consider the troubling
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implication of both theory (Coate and Loury, 1993) and evidence (Glover et al., 2017, Lavy and
Sand, 2018, Carlana, 2019) that stereotypes can become self-fulfilling through the endogenous
responses of interacting individuals. This is an important problem even with rational agents, but
we conjecture that with biases it is especially devastating because it can magnify the impact of
prejudices.
Finally, we hope that our flexible theoretical apparatus provides a tool that will help researchers
understand the implications of social or other biases beyond overconfidence. A natural extension of
the law of small numbers, for instance, might be that the agent overestimates the extent to which
the people he meets are representative of society as a whole. If, in addition, his acquaintances are
disproportionately likely to come from his own social groups, then he may lack empathy toward
the fates or mindsets of other groups. One can analyze the detailed implications of this bias in
our framework by assuming that the circumstances of diﬀerent groups are diﬀerent, but the agent
dogmatically believes that they are the same.
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A

Proofs

For brevity, throughout the Appendix we denote the bias of the agent’s long-run beliefs about
fundamental j by
∆j = f˜j − Fj ,
39

and let ∆ = (∆1 , . . . , ∆L )T .

Proof of Theorem 1. As shown by Berk (1966, main theorem p. 54), the support of the agent’s
beliefs will concentrate on the set of points that minimize the Kullback-Leibler divergence to the
true model parameters (F, Σ) over the support of P0
arg min
(fˆ,Σ̂)∈supp P0

++
*
,
D F, Σ ++ fˆ, Σ̂ ,

(12)

where the Kullback-Leibler divergence is given by
1
2
++
*
,
ℓ
(r
|F,
Σ)
1
1
D F, Σ ++ fˆ, Σ̂ = E log
.
ℓ1 (r1 |fˆ, Σ̂)

We will argue that the minimization problem (12) admits a unique solution when the prior P0
satisfies either (Case I), (Case II), or (Case III) and thus beliefs concentrate on a single point. As
both the true model as well as the subjective model are Normal, we have that the Kullback-Leibler
divergence simplifies to26
++
, 1
D F, Σ ++ fˆ, Σ̂ =
2
*

-

tr(Σ̂

−1

det Σ̂
Σ) + (M (fˆ − F ))T Σ̂−1 M (fˆ − F ) − D + log
det Σ

.

.

(13)

Throughout, we denote by f˜, Σ̃ the agents subjective long-run beliefs about the mean of the fundamentals and the covariance matrix. Define the matrix
B = M T Σ̃−1 M ∈ RL×L
and denote it’s elements by (Bjk )j,k∈{1,...,L} . For future reference, note that since Σ̃ is symmetric,
so is M T Σ̃−1 M , and thus Bjk = Bkj . Furthermore, as Σ̃ is positive definite, so is Σ̃−1 and
B = M T Σ̃−1 M .
We first analyze Case (I): By condition (Case I) the minimum in (12) is taken over means of the
fundamentals fˆ or equivalently biases ∆ = fˆ− F , taking the subjective covariance matrix Σ̂ = Σ̃ as
given. By Berk’s Theorem, the agent’s beliefs about the fundamentals concentrate on the set that
minimizes the Kullback-Leibler divergence (13). As we can ignore all terms that do not depend on
26

See
for
example
https://en.wikipedia.org/wiki/Kullback\%E2\%80\%93Leibler_divergence#
Multivariate_normal_distributions

40

fˆ, we get that the support of the subjective long-run belief about the mean of the fundamental is
contained in
3
4
arg min(M (fˆ − F ))T Σ̃−1 M (fˆ − F ) = F + arg min ∆T M T Σ̃−1 M ∆
∆ : ∆i =f˜i −fi

fˆ: fˆi =f˜i

= F + arg min

L /
L
/

∆ : ∆i =f˜i −fi k=1 j=1

Bkj ∆k ∆j .

(14)

Here the sum symbolizes the addition of f to every element by element in the set of minimizers.
Taking the first order conditions in the bias about fundamental ∆h for h ∕= i and using that
Bjk = Bkj yields
0=2

L
/

Bkj ∆k .

k=1

Dividing by 2 and plugging in ∆k =
L
/

−1
Bki
−1 ∆i
Bii

on the right-hand-side yields

L
/

L
L
−1
Bki
∆i /
∆i /
∆i
−1
−1
Bkj ∆k =
Bkj −1 ∆i = −1
Bkj Bki = −1
Bjk Bki
= −1 (BB −1 )ji ,
Bii
Bii k=1
Bii k=1
Bii
k=1
k=1

which equals zero as BB −1 is the identity and i ∕= j. Hence, ∆k =

−1
Bki
−1 ∆i
Bii

satisfies the first order

condition.
Let ek be the k-th unit vector, for k ∈ {1, . . . , L}. We next verify that the first order condition
is suﬃcient for a global minimum. To do so, we rewrite the part of the objective (14) in terms of
0
∆−i = j∕=i ej ∆j
5

∆T B∆ = 6ei ∆i +

/
j∕=i

7T

5

e j ∆ j 8 B 6e i ∆ i +

/
j∕=i

7

ej ∆j 8 = (ei ∆i + ∆−i )T B (ei ∆i + ∆−i )

= (ei ∆i )T B (ei ∆i ) + ∆T−i B∆−i + 2 (ei ∆i )T B∆−i .

(15)

The Hessian with respect to ∆−i of (15) equals 2B. As any quadratic form with a positive definite
matrix Hessian has a unique global minimum that satisfies the first-order condition, it follows that
indeed

−1
(M T Σ̃−1 M )−1
Bki
ij
∆k = −1 ∆i =
∆i
T
−1
Bii
(M Σ̃ M )−1
ii

is the unique global minimizer for all k ∕= i. This completes (I).
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We next analyze Case (II): In this case the agent takes the subjective mean of the fundamentals
f˜ and thus the bias ∆ as given and estimates the covariance matrix Σ̃. Again, by Berk’s Theorem
the agent’s beliefs about the covariance matrix concentrate on the set that minimizes the KullbackLeibler divergence (13), which is equivalent to the set
arg min tr(Σ̂

−1

T

Σ) + (M ∆) Σ̂

Σ̂

−1

det Σ̂
(M ∆) + log
det Σ

.

.

(16)

Denote by · ⊗ · : RD × RD → RD×D the Kronecker product. In matrix notation, we want to show
that the unique minimum of (16) is attained at
Σ̂ = Σ + (M ∆) ⊗ (M ∆)T
To simplify notation let y = M ∆. We first manipulate the objective function
tr(Σ̂−1 Σ) + y T Σ̂−1 y + log

det Σ̂
= tr(Σ̂−1 Σ) + tr(y T Σ̂−1 y) + log(det Σ̂) − log(det Σ)
det Σ

= tr(Σ̂−1 Σ) + tr(Σ̂−1 [y ⊗ y T ]) − log(det Σ̂−1 ) − log(det Σ)
3
4
3
4
= tr Σ̂−1 (Σ + [y ⊗ y T ]) − log det Σ̂−1 − log(det Σ)
3
4
3
4
3
4
= tr Σ̂−1 (Σ + [y ⊗ y T ]) − log det Σ̂−1 (Σ + [y ⊗ y T ]) + log det Σ−1 (Σ + [y ⊗ y T ])
3
4
3
4
3
4
= tr Σ̂−1 (Σ + [y ⊗ y T ]) − log det Σ̂−1 (Σ + [y ⊗ y T ]) + log det Id + Σ−1 [y ⊗ y T ] .

(17)

Here we used in the first equality that a real number equals it’s trace and the log of the ratio equals
the diﬀerence of the logs. The second equality uses that the trace of AT B equals the trace of BAT .
For third equality we use that the trace is an additive function. In the last equalities we use that
the sum of logarithms equals the logarithm of the product and that the product of determinants
equals the determinant of the product. Now notice that since Σ and y do not depend on Σ̂, the set
of minimizers equals
arg min tr(Σ̂−1 (Σ + [y ⊗ y T ])) − log(det(Σ̂−1 (Σ + [y ⊗ y T ])).

(18)

Σ̂

Let λ1 , . . . , λD be the eigenvalues of the matrix Σ̂−1 (Σ + [y ⊗ y T ]). Since the trace is the sum of
eigenvalues and the determinant is the product of eigenvalues, (18) is minimized by all matrices Σ̂
such that the eigenvalues of Σ̂−1 (Σ + [y ⊗ y T ]) minimize
D
/
k=1

λk −

D
/
k=1
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log λk .

(19)

As (19) is strictly convex, we can take the first order condition to identify the unique minimizer.
This yields that (19) uniquely minimized if and only if λk = 1 for all k. As all eigenvalues equal one
and Σ̃−1 (Σ + [y ⊗ y T ]) is symmetric—and hence diagonalizable—, Σ̃−1 (Σ + [y ⊗ y T ]) is the identity
matrix. This establishes that
Σ̃ = Σ + [y ⊗ y T ] = Σ + (M ∆) ⊗ (M ∆)T

(20)

is the unique minimizer of (16) and thus the subjective long-run belief of the agent about the
covariance matrix. This establishes (II).

Finally, we prove Case (III): Again, by Berk’s Theorem the agent’s long-run bias about the
fundamental and beliefs about the covariance matrix concentrate on the set that minimizes the
Kullback-Leibler divergence (13)
arg min
(∆,Σ̂) : ∆i =f˜i −Fi

1
2

-

tr(Σ̂

−1

T

Σ) + y Σ̂

−1

det Σ̂
y − D + log
det Σ

.

.

(21)

As shown in (17) this objective is equivalent to 1/2 times
3
4
3
4
3
4
tr Σ̂−1 (Σ + [y ⊗ y T ]) − log det Σ̂−1 (Σ + [y ⊗ y T ]) − D + log det Id + Σ−1 [y ⊗ y T ] .

Plugging in the minimizer for the covariance matrix Σ + [y ⊗ y T ] derived in part two simplifies the
objective to

3
4
log det Id + Σ−1 [y ⊗ y T ] .

(22)

We first observe that as the determinant is the product of eigenvalues, (22) equals the sum of the
logarithms of the eigenvalues of Id+Σ−1 [y⊗y T ]. Furthermore, if λ is an eigenvalue of Id+Σ−1 [y⊗y T ]
with associated eigenvector v then λ − 1 is an eigenvalue of Σ−1 [y ⊗ y T ] as
λv = (Id + Σ−1 [y ⊗ y T ])v ⇒ (λ − 1)v = Σ−1 [y ⊗ y T ]v .
If we denote the eigenvalues of Σ−1 [y ⊗ y T ] by λ1 , . . . , λD then the objective (22) equals
K
/

log(λk + 1) .

i=1

As eigenvalues are independent of the basis, we next choose an orthogonal basis x1 , . . . , xD such
that x1 = y (we can always do so by picking an arbitrary basis and applying the Gram-Schmidt
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process). Denote, 1 = (1) the 1 × 1 identity matrix. As xi is orthogonal to y = x1 , we have that
9
:
;0
if i ∕= 1
−1
T
−1
T
−1
T
Σ [y ⊗ y ]xi = Σ [y ⊗ y ][1 ⊗ xi ] = Σ [y1] ⊗ [y xi ] =
.
:
<(y T y)(Σ−1 y) if i = 1

Hence, D − 1 of the eigenvalues of Σ−1 [y ⊗ y T ] equal zero. We will next show that v = Σ−1 y is
0
an eigenvector with associated non-zero eigenvalue. Let v = D
i=1 αi xi be the representation of
v = Σ−1 y in the basis x. We have that

Σ−1 [y ⊗ y T ]v = α1 (y T y)(Σ−1 y) = α1 (y T y)v
and thus v is an eigenvector of Σ−1 [y⊗y T ] with eigenvalue α1 (y T y). As α1 is given by the projection
of v on y, we have that α1 =

yT v
yT y

and thus the non-zero eigenvalue of Σ−1 [y ⊗ y T ] equals
α1 (y T y) = y T v = y T Σ−1 y .

Consequently, the agents long-run belief about the mean of the state satisfies
f˜ = F + arg min y T Σ−1 y
∆ : ∆i =f˜i −fi

*
,
= F + arg min ∆T M T Σ−1 M ∆ .
∆ : ∆i =f˜i −fi

By (I) we have then have that the unique minimizer and thus the long-run belief of the agent is
given by
=

∆k = (

T

M Σ−1 M
M T Σ−1 M

>−1
ki

)−1 ∆i
ii

for k ∕= i

.

Σ̃ = Σ + (M ∆) ⊗ (M ∆)T

This completes the proof of (III).
Proof of Proposition 1. Let Σq , Ση be the variance-covariance matrices of !q and !η ,
Σq = diag(v1q , . . . , vIq )
η
Ση = diag(v1η , . . . , vK
)
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(23)

and observe that they are invertible as the variances are greater than zero. We show that this
model can be reduced into our old model. To see this observe that one can write the vector (q η)T
in matrix notation as

5 7 5
7 5 7 5 7
q
Id C
a
!q
6 8=6
8·6 8+6 8 .
η
0 Id
θ
!η

Let

5

M =6

Id

C

0

Id

(24)

7

8.

= T
>−1
As M has determinant 1 it is invertible. We have that the matrix M Σ−1 M
is given by
=

T

M Σ−1 M

>−1

5
75
75
7
q
Id
−C
Σ
0
Id
0
86
86
8
= M −1 Σ(M −1 )T = 6
0 Id
0 Ση
−C T Id
5
75
7 5
7
Id −C
Σq
0
Σq + C Ση C T −CΣη
86
8=6
8.
=6
0 Id
−Ση C T Ση
−Ση C T
Ση

By Theorem 1 agent i’s bias about the ability of agent j is given by
= T
>−1
( q
)
M Σ−1 M
Σ + C Ση C T ij
ij
ãij − Aj = ( T
(ãi − Ai )
)−1 ∆i =
[Σq + C Ση C T ]ii
M Σ−1 M ii
0
η
k cik cjk vk
0
= q
· (ãi − Ai ) .
vi + k c2ik vkη

(25)

By a similar argument we have that the estimated bias associated with characteristic k is given by
= T
>−1
(
)
M Σ−1 M
−Ση C T ik
i(I+k)
i
θ̃k − Θk = ( T
(ãi − Ai )
)−1 ∆i = q
[Σ + C Ση C T ]ii
M Σ−1 M ii
=

This proves the result.

viq +

−cik v η
0 0k
k

2 η
k cik vk

· (ãi − Ai ).

Proof of Corollary 1. Part 1. Consider individual i, who is a member of group k. For any
individual j in group k, cik cjk = 1, so by Equation (6) individual i overestimates individual j.
Hence, individual i overestimates the average ability of group k. For any k ′ ∕= k and member j

of group k ′ , we have cik′ cjk′ ≤ 0, so individual i does not overestimate individual j. As a result,
individual i does not overestimate the average ability of group k ′ .
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Given that the average abilities of the groups are equal and i1 overestimates the average caliber
of k1 but not of k2 , the result follows.
Part 2. Since, by the reasoning in the first paragraph of the proof of Part 1, i1 overestimates the
ability of group k1 but i2 does not, i1 believes the average ability of k1 to be greater than i2 does.
And because in addition i2 overestimates the average ability of k2 while i1 does not, i1 thinks that
k1 − k2 is greater than i2 does.
Proof of Corollary 2. Using Equation (5), we have
0
0 2 η
η
/
c Σ
k |cik |Σk
i
|θ̃k − Θk | = q 0 2 η · (ãi − Ai ) = q k0ik 2k η · (ãi − Ai )
Σi + k cik Σk
Σi + k cik Σk
k

Adding an inconsequential group increases the numerator and denominator on the right-hand side
by the same amount. Since the numerator is smaller, the fraction increases.
Proof of Corollary 3. Note that c2iK+1 = 1. For any member j of group K + 1, ciK+1 cjK+1 = −1.
Hence, adding group K + 1 lowers the numerator on the right-hand side of Equation (6), and raises
the denominator by the same amount. Since the ratio has absolute value less than 1, this lowers
the ratio.
Proof of Corollary 4. Obvious from Equation (5).
Proof of Corollary 5. The negative bias about members of group K +1 follows from the facts that
for any j > I, ciK+1 cjK+1 = −1 and cjk = 0 for any k ≤ K. The second part follows from the fact
that for any j ≤ I, ciK+1 cjK+1 = 1, and that for ΣηK+1 suﬃciently large, this term dominates.

Proof of Proposition 2. Again the model is a special case of our general model introduced in
Section 2 with

5 7
5 7
q
? @
a
? @
?η @ = M 6 8 + ! ,
6 8
θ
s

where ! ∼ N (0, Σ). We have that the matrix M is given
5
7
Id C
?
@
?
@
M = ? 0 Id@
6
8
Id 0
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and the variance covariance matrix is of the form
5
7
v q Id
0
0
?
@
?
@
Σ=? 0
v η Id
0 @.
6
8
0
0
v a Id

By Theorem 1 (III), we have that the agent’s long-run bias is given by
= T
>−1
M Σ−1 M
ki
∆k = ( T
)−1 ∆i .
−1
M Σ M ii

(26)

To compute the agents beliefs we first compute (M T Σ−1 M )−1 . We get that
5
7 5
7
1
5
7
Id
0
0
Id
C
q
?v
@ ?
@
Id 0 Id
?
@ ?
@
T −1
1
6
8
M Σ M=
×? 0
×
@
?
@
Id
0
0
Id
η
v
6
8 6
8
C T Id 0
1
0
0
Id
Id
0
a
v
5
7
1
1
5
7
v q Id
vq C @
?
Id 0 Id
@
1
8×?
=6
? 0
η Id@
v
6
8
C T Id 0
1
Id
0
va
5*
7
,
1
1
1
+
Id
C
q
va
vq
8.
=6 v
1 T
1
1 T
vq C
v η Id + v q C C

The inverse to this matrix is given by
5*
7−1
, 1
1
1
1
T
+
Id
+
CC
0
q
va vη
vq va
8
[M T Σ−1 M ]−1 = 6 v
*1
, 1
1
1
TC
0
+
Id
+
C
vq
va vη
vq va
5
7
1
1
T) 1
Id
+
(CC
−C
η
vq
vq
× 6v
*
, 8
1
1
1
T
−C vq
v q + v a Id
5(*
7
,
)
(
)
(* 1
, 1
)−1 1
−1 1
1
1
1
1
1
1
1
T
T
T
− vq + va vη Id + vq va CC
C vq
q + va
v η Id + v q v a CC
v η Id + (CC ) v q
=6 v
(* 1
,
)
(*
,
)
*
, 8.
−1
−1
1
1
1
1
1
1
1
1
1
1
T
T
T
− vq + va vη Id + vq va C C
C vq
v q + v a v η Id + v q v a C C
v q + v a Id
To identify agent i’s biases regarding other individuals, we need to understand the upper left corner
of this matrix. Furthermore, since each bias given in (26) is given by the ratio of two matrix entries,
it is suﬃcient to understand the matrix up to a multiplicative constant. The matrix is proportional
to

A

vq + va
Id + CC T
vη

B−1 A
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B
vq
T
Id + CC .
vη

Define x =

v q +v a
vη

(

∈ R and y =

xId + CC T

)−1 (

vq
vη

∈ R. Rewriting gives

)
(
)−1
xId + CC T + (y − x)Id = Id + (y − x) xId + CC T
.

(27)

We consider the special case in which there is one group, and each individual in the population
is either a member or a competitor of the group. This means that C is an N -dimensional vector
consisting only of +1’s and −1’s. Notice that in this case
(CC T )2ij =

/

(CC T )ik (CC T )kj =

k

/

ci c2k cj =

k

/

ci cj = N (CC T )ij ,

k

so that (CC T )2 = I CC T . Given this, we have that
$
%
(
) 1
1
x
1
1
T
T
x Id + CC
Id − 2
CC
= Id − 2
CC T + CC T − 2
CC T CC T
x
x +Ix
x +Ix
x
x +Ix
x
1
I
= Id − 2
CC T + CC T − 2
CC T
x +Ix
x
x +Ix
= Id ,
and thus
(

xId + CC T

)−1

=

1
1
Id − 2
CC T .
x
x +Ix

As a consequence we get that (27) simplifies to
(
)−1
y−x
y−x
y
x−y
Id + (y − x) xId + CC T
= Id +
Id − 2
CC T = Id + 2
CC T .
x
x +Ix
x
x +Ix

Plugging in for x and y yields

a

v
vq
vη
Id
+
*
,
v q +v a 2
vq + va
+I
η
v

which is proportional to

v q Id +

va
v q +v a
vη

+I

v q +v a
vη

CC T ,

CC T .

Hence, agent i’s bias regarding agent j satisfies
$
%
va
q
T
v Id + vq +va CC
+I
ãij − Aj
vη
%ij
= $
ãi − Ai
a
v q Id + vq +vv a CC T
vη

=

va
v q +v a
+I
η
v

vq +

+I

ci cj

va
v q +v a
+I
vη

=

ii

v η v a ci cj
.
(v q + v η )(v q + v a ) + (I − 1)v q v η
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Similarly, the upper right corner of the matrix is proportional (with the same proportionality) to
−v η C +

vη
v q +v a
vη

+I

CC T C

Notice that CC T C = I C. Hence, the ith component of the above vector equals
vq + va
− vq +va
ci ,
vη + I
and therefore agent i’s bias about discrimination is
q

a

− vqv+v+v
ci
a
θ̃1i − Θ1
−v η (v q + v a )ci
η +I
= q v va
= q
.
ãi − Ai
(v + v η )(v q + v a ) + (I − 1)v q v η
v + vq +va
vη

+I

Calculations behind Example 1. In the notation
5 7
5
5 7
q1
1 0 0
? @
?
a1
?
@
?
? @
? q2 @
?0 1 0
? @
? @
?
?a 2 @
?
@
?
?
@
f = ? @ , r = ? q 3 @ , M = ?0 0 1
?
@
?
?a 3 @
? @
?
6 8
? s3 @
?0 0 1
6
8
6
θ1
η1
0 0 0

of Theorem 1,
7
5
1
1
@
?
@
?
?0
1@
@
?
@
?
−1@ , Σ = ?0
@
?
@
?
?0
0@
8
6
1
0

0

0

0

1

0

0

0 voq

0

0

0

voa

0

0

0

7
0
@
@
0@
@
@
0@ .
@
@
0@
8
1

Applying Part III of Theorem 1 (using Mathematica for the matrix manipulations) yields the
results.
Calculations behind Example 2. In the notation
5 7
5
5 7
q1
1 0 0
? @
?
a1
?
@
?
? @
? q2 @
?0 1 0
? @
? @
?
?a 2 @
?
@
?
?
@
f = ? @ , r = ? q 3 @ , M = ?0 0 1
?
@
?
?a 3 @
? @
?
6 8
? s3 @
?0 0 1
6
8
6
θ1
η1
0 0 0

of Theorem 1,
7
5
1
1 0 0 0
@
?
@
?
?0 voq 0 0
−1@
@
?
@
?
−1@ , Σ = ?0 0 voq 0
@
?
@
?
?0 0 0 voa
0@
8
6
1
0 0 0 0

0

7

@
@
0@
@
@
0@ .
@
@
0@
8
1

Applying Part III of Theorem 1 (using Mathematica for the matrix manipulations) yields the
results.
Proof of Proposition 3. We apply Part III Theorem 1 to f = a, M = Id. Then, [M T Σ−1 M ]−1 =
Σ, and M (f˜ − F ) = ã − A, yielding the formulas in the proposition.
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Proof of Proposition 4. Let ei be the i-th unit
5 7
5 7
5
b
si
1
? @
? @
?
? @
? @
?
f = ?a @ , r = ? q @ , M = ?0
6 8
6 8
6
θ
η
0

row vector. In the notation of Theorem 1,
7
5
7
ei 0
via 0
0
@
?
@
@
?
@
q
,
Σ
=
?0 Σ
Id C @
0 @,
8
6
8
η
0 Id
0 0 Σ

and the agent is misspecified regarding b, with b̃ − B = −B.
It is straightforward to verify that
5

To obtain the biases, we need
5
1 −ei
?
?
M −1 Σ(M −1 )T = ?0 Id
6
0 0
5
1 −ei
?
?
= ?0 Id
6
0 0

1 −ei

?
?
M −1 = ?0
6
0

Id
0

ci

7

@
@
−C @ .
8
Id

to calculate the first column of the matrix M −1 Σ(M −1 )T .
75
75
7
ci
via 0
0
1
0
0
@?
@?
@
@?
@?
@
−C @ ? 0 Σq 0 @ ?−eTi
Id
0@
86
86
8
Id
0 0 Ση
cTi
−C T Id
75
7 5
ci
vai
0
0
v i + viq + ci Ση cTi . . .
@?
@ ? a
@?
@ ?
−C @ ?−viq eTi
Σq
0 @ = ? −viq eTi − CΣη cTi . . .
86
8 6
Id
Ση cTi
−Ση C T Ση
Ση cTi
...

The formulas follow by applying Theorem 1, Part III.

We have

...

7

@
@
. . .@ .
8
...

Proof of Corollary 6. Part (i) is immediate. To establish Part (ii), we can formalize the situation
in which the agent does not think in terms of groups by assuming that cj = 0 for all j. Then,
ãi − Ai =

viq
· B,
via + viq

and the other biases are zero. The result is then immediate.
Calculations behind Example 3. In the example, Agent 1 cannot separately identify a11 and
a12 , so we use a1 = a11 + a12 as Agent 1’s fundamental below. In the notation of Theorem 1,
5 7
5 7
5
7
5
7
q1
a1
1 0 0 1
v1q 0 0 0
? @
? @
?
@
?
@
? @
? @
?
@
?
@
q
? q2 @
?a21 @
?0 1 1 −1@
? 0 v2 0 0 @
?
@
?
@
?
@
?
@.
r = ? @, f = ? @, M = ?
@, Σ = ?
@
b
? b2 @
?a22 @
?0 2 1 0 @
? 0 0 v2 0 @
6 8
6 8
6
8
6
8
η
η1
θ1
0 0 0 1
0 0 0 v1
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Applying Part III of Theorem 1, (using Mathematica for the matrix manipulations) yields the
results.
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